
 

The Time-Sliced Paradigm - A Connectionist Method 
for  Continuous Speech Recognition  

 
Ingrid Kirschning, Hideto Tomabechi, Masafumi Koyama and Jun-Ichi Aoe 

 
Department of Information Science and Intelligent Systems 

Faculty of Engineering, University of Tokushima,  
2-1 Minami Josanjima-Cho, Tokushima Shi, 770 Japan. 

E-mail : ingrid@is.tokushima-u.ac.jp 
 
 

Abstract 
 

In this paper a new method, called the Time-Slicing Paradigm, for the recognition of 

temporal patterns using neural networks is presented. This is a method for the analysis of the 

speech signal with the aim to achieve the recognition of connected speech with less pre-

processing of the input signal than other existing neural networks. Along with the Time-

Slicing Paradigm, this work also introduces the concept of "Natural" Connectionist Glue. 

Using the Time-Slicing method and the natural connectionist glue the Time-Sliced 

Recurrent Cascade Correlation Network (TS-RCCN), was trained to recognize Japanese 

phonemes. This network uses a parallel-modular version of Fahlman's Recurrent Cascade-

Correlation Learning Architecture (RCC).  

The input to the network doesn't have to be labeled or segmented phoneme by phoneme, 

instead, it is divided into small sequential time-slices that do not overlap in time. The network 

processes one slice after the other regardless of the total length of the input signal and 

produces an immediate recognition hypothesis for each slice of the processed phoneme 

sequence. 

The training is done using small portions of every phoneme taken from a subset of a list 

of recorded words. The testing of the network, however is done using the whole words 

without pre-alignment nor segmentation. 

The results show a great promise for real-time recognition of connected speech, where 

the strength of the TS-RCCN method is that its computational cost is lower1 than other neural 

net-based methods. These advantages make this method viable for spontaneous continuous 

speech recognition. And furthermore, its application is not limited to speech only, but can 

also be used for other kinds of temporal patterns. 

 

Keywords : Speech Recognition, Neural Networks, Time-Sliced Paradigm, Temporal 

Patterns, Modularity, Connectionist Glue, Error-Recovery Methods. 

                                                           
1  Low enough to run even on a PC. 



 

1.  Introduction 

 

Since the 1950's speech recognition has been studied actively. Besides posing a very 

interesting challenge to science, it is proven that the interaction via speech is the fastest 

communication mode and produces the highest task efficiency [1]. Specially nowadays, 

where computers play a key part in every-day's life, an efficient interaction is sought. Thus 

spoken-language interfaces are gaining more commercial importance and are becoming a key 

issue in any human-computer interface, finding numerous applications such as speech-to-

speech translation [2] and voice database access [3]. 

During the search for better and more general automatic speech recognition (ASR), 

many different theories have been developed. All these theories can now be classified by the 

Speech Recognition Schools of Thought [4]. 

Some speech recognition systems with limited capabilities are already available 

commercially, but they usually can deal only with a reduced and carefully selected vocabulary 

of isolated words and/or are speaker dependent [5] [6] [7] [8].  

Currently the most used approach for speech recognition are the Hidden Markov 

Models (HMM's). Another strongly supported approach are the connectionist techniques (also 

known as artificial neural networks). One important reason behind the research of artificial 

neural networks for automatic speech recognition is because they seem the most natural 

approach to mimic the massive parallelism inherent to the processes of the human brain. The 

advantage of the neural networks over other methods is that they are able to generalize from 

different input data and extract distinctive features of the complex speech signal [9].  

The connectionist approach is the youngest in the Speech Recognition Schools of 

Thought. As an example of these neural networks we can mention the well known TDNN's - 

Time-Delay Neural Networks [10] [11] [12]. 

Even though there is a strong interest and support for the development of speech-

recognition neural networks, the performance achieved until now is very mixed. A possible 

explanation for this may be the different limitations in computing resources (mainly 

processing speed and storage capacity), which force the programmer to take shortcuts that in 



 

their turn limit the performance of the recognition system. Another, more serious limitation, 

is the inability of most neural network architectures to deal properly with the dynamic nature 

of speech.  

A neural network for speech recognition should be able to represent temporal 

relationships between acoustic events, while at the same time provide for invariance under 

translation in time [13], i.e. the instant when something is uttered should not affect its 

recognition. However, most of the current speech recognition neural networks can't provide 

translation invariance, thus requiring precise segmentation and alignment methods to arrange 

the input pattern properly. The necessary pre-processing of the input signal has a high time 

cost, and the existing automatic segmentation algorithms pose another problem: they are not 

100% reliable, which affects directly the performance of the recognition system [14][15].  

To overcome this problem we developed the Time-Slicing paradigm, which does not 

require any alignment of the input signal. The paradigm is implemented with a neural 

network, trained to recognize the speech signal as it comes, fast and with low main memory 

requirements. 

In the following section the background and motivations for the development of the 

Time-Sliced paradigm will be presented, followed by a brief description of some of the most 

successful approaches of the Speech Recognition Schools of Thought . Section 3 explains the 

Time-Slicing Paradigm as a method to deal with the dynamic nature of speech. The details of 

the implementation of the paradigm, together with a description of  the Recurrent Cascade 

Correlation Learning Architecture (RCC) developed by Fahlman and adapted for the Time-

Slicing Paradigm, the training set and the strategy followed for training, are presented in 

section 4. As a result of using the RCC learning architecture, the concept of Natural 

Connectionist Glue appears, which is also explained in section 4. The original RCC learning 

architecture was modified to improve the recognition results. Section 5 shows a comparison 

of the results obtained with the original and the new, the so called Parallel RCC. It also 

explains some aspects for the development of an error-recovery system to treat the raw output 

and obtain the recognized word correctly spelled. Finally, the conclusions are presented in 

section 6. 



 

 

2.  Dealing with the Dynamic Nature of Speech 

 

A speech signal consists of parallel blasts of frequencies and is highly patterned. 

However, what makes automatic speech recognition so difficult is that it also is highly 

variable. Some of the variations derive from noise, but most come from speech itself with its 

many little acoustic differences, varying according to the gender and age of the speaker, 

affected also by her/his physical and psychological condition. In addition, speech is not 

simply a series of changing patterns, it is a continuous flow of overlapping and interacting 

patterns. This applies to the phoneme level as well as the word or sentence level.  

Viewing this problem at the phoneme level, every phoneme in a word is affected by the 

preceding and the following phonemes. Due to this effect, which is called coarticulation, the 

boundaries between one phoneme and the next are blurred, they overlap in time and are 

sometimes impossible to identify. The reason for this is that human speech signals are 

produced by moving the articulators towards target positions that characterize every single 

sound. Since these articulatory motions are affected by physical constraints, they commonly 

don't reach clean identifiable phonetic targets and hence describe trajectories or signatures 

rather than a sequence of well defined phonetic units. The problem is particularly severe at 

the phoneme level. Figure 1.a. shows the soundwave of the word "inai", where the different 

phonemes can be roughly distinguished, except for the boundaries between them. Figure 1.b. 

shows an enlarged portion of the word which clearly shows the effect of the coarticulation 

between the phonemes /a/ (left) and /i/ (right), overlapping and flowing from one into the 

other without a clear division.  
 

<< Insert Figure 1.a. and 1.b. >> 
 

To recognize the phoneme sequences out of these signatures, a system has to scan them 

to find identifiable clues, or the signal needs to be processed before attempting to recognize 

anything. However, the pre-processing of a signal, which involves feature extraction, 



 

segmentation and labeling, is not trivial. It takes a considerable effort and time and is not 

guaranteed to be accurate. 

Clearly, learning snapshots or static patterns is much easier than learning patterns 

involving dynamics, previous history, and context. Since speech is precisely the latter case, 

researchers have been working on the development of techniques to properly represent and 

capture the dynamic motion of such signatures, rather than classifying momentary snapshots 

of sounds. 

2.1  The Connectionist Approach for  Speech Recognition 

Many different theories and approaches have been developed for ASR, which conform 

the "Schools of Thought in Speech Recognition". These approaches include the template-

based approach, the knowledge-based approach, the stochastic approach and the 

connectionist approach [5][15][16][17]. 

The three approaches that have had more success are: Hidden Markov Models 

(stochastic approach), Neural Networks (connectionist approach), and the Feature-based 

approach [3][18], where currently Hidden Markov Models (HMM) - based methods and 

TDNN's (Time-Delay Neural Networks) appear to be the most popular ones.  

The connectionist approach is the youngest development in speech recognition. While 

no fully integrated large-scale neural networks have been demonstrated yet, recent research 

efforts have shown considerable promise [4]. 

Neural networks are better to model some of the intricacies of speech, such as 

uncertainty (as for example, the instant when the events occur, and the boundaries between 

words or phonemes). Moreover, neural networks are inherently more advantageous with low-

level signal processing and control tasks than are the symbolic approaches. The promise of 

neural networks for tasks such as speech recognition and understanding relies on the fast 

solution of these problems through massive parallelism, where information is encoded 

through patterns of interconnectivity in a distributed fashion [19]. 

Depending on the way they represent and learn temporal patterns the neural networks, 

also called spatiotemporal neural networks can be classified into static, time-delay, recurrent, 

frequency coding, and complex [19]. Out of these, the time-delay and the recurrent neural 



 

networks have the capability to model time implicitly or explicitly respectively. Following is 

a brief description of these two network types. 

2.1.1  Time-Delay Neural Networks 

"Time-Delay" is an old concept in adaptive signal processing. It states that when an 

input signal is delayed by one time unit, and the neural network receives the delayed signal 

together with the following signal, we have a simple time-delay neural network. This network 

can be complicated by delaying the signal at various lengths. 

The most famous are the TDNN's (Time-Delay Neural Networks) of Waibel et al. Their 

architecture is a feedforward multilayer neural network with time-delayed connections at each 

hidden layer to relate and compare current input to the past history of events [10][11][12]. 

The time-delay networks do not integrate temporal information over time explicitly, in 

the sense that they perform their operations in a single network cycle. They integrate the 

information obtained during a fixed time period, being represented spatially on the input 

layer, and the output of the network is assumed to depend on the information collected within 

this fixed time window. Thus, with the approach of the time-delayed networks, the capability 

of temporal integration is quite limited and, hence, so is the ability of learning temporal 

patterns. 

As most of the neural networks for phoneme recognition, a time-delay neural net needs 

to be presented with the whole phoneme at one time so that it can train on it. Moreover, 

because a time-delay neural network has to represent the entire phonemic segmentation at one 

instant, the size of the network is usually very large. 

2.1.2  Recurrent Neural Networks 

A critical element in learning spatiotemporal patterns is the identification of temporal 

relationships between speech units (words, phonemes or frequency components of a sound). 

It has been found that a feedforward network is unable to learn these relationships, as 

recurrent neural networks hold a great promise in this respect [19]. They can store temporal 

information and somehow manage to learn the temporal relationships. 

Recurrent neural networks have recurrent connections that feed the units activation back 

as an additional input. Those recurrent connections can be between any of the units of the 



 

network (input, hidden or output units). In this way the network can accumulate information 

from previous events and combine it with the new information, providing a certain short term 

memory for those past events [20]. In other words, the neural network can integrate temporal 

information dating back to the starting point using a limited number of neurons. Thus, the 

memory capacity is non-linear in contrast to time-delay neural networks which use linear 

memory. 

The application of recurrent neural networks is not as widespread as the TDNN's, 

however they have been used in some recognition systems [21][22][23]. 

2.2  The Processing of the Speech Signal 

A consequence of the dynamic nature of speech is the absence of clear, unambiguous 

boundaries between the phonemes, which poses a great problem. As a solution to this, several 

segmentation algorithms have been proposed that pre-segment the signal before classification 

is carried out [24]. Segmentation, however, is an errorful classification problem in itself and, 

when in error, causes subsequent recognition procedures to fail. To this A. Waibel states that: 

"...in order to overcome this problem, a suitable model of speech should instead simply scan 

the input for useful acoustic clues and base its overall decision on the sequence and co-

occurrence of a sufficient set of detected lower level clues. This then presumes the existence 

of translation invariant feature detectors, i.e., detectors that recognize an acoustic event 

independent of its precise location in time." [15] 

Also J. L. McClelland and J. L. Elman wrote: "because of overlap of successive 

phonemes, it is difficult, and we believe it is counterproductive to try to divide the speech 

stream into separate phoneme units in advance of identifying the units. A superior approach 

seems to be to allow the phoneme identification process to examine the speech stream of 

characteristic patterns, without first segmenting the stream into separate units" (The TRACE 

Model) [14]. 

These statements speak strongly in favor of analyzing the speech stream as it comes, 

without pre-labeling or segmenting it beforehand. 

Besides analyzing the speech signal without pre-processing it, there are other facts that 

have to be taken into account, if the recognition system should run in real-time. Unlike most 



 

other forms of computer input, speech is critically data directed. That is, initiation and 

termination of the input depend on the incoming data rather than on program control [8]. The 

high data rates associated with speech input (100 to 300 Kbit/sec) imply that a system cannot 

afford to have resident in primary memory more than a few seconds of speech data (usually 

no more than a single utterance). Thus a system must be able to continuously receive and 

process the incoming information immediately. 

The aim of this work is to provide a new and more straightforward method to process 

and recognize the speech signal in a sequential manner, producing an immediate response, for 

a real-time continuous speech recognition. This method is called the Time-Slicing Paradigm. 

 

3.  The Time-Slicing Paradigm 

 

The fact of creating a system for temporal-pattern recognition implies that the "time"-

factor has to be represented or considered somehow. However it is practically impossible to 

predict accurately the happening of the events through time. Thus a suitable recognition 

system should be able to recognize a pattern regardless of its duration and when in time it 

occurred. This implies that the arriving information has to be processed and stored somehow 

to relate it to the next incoming data. It also requires a certain input format of the data and a 

processing method that makes it possible to receive the information as it comes. For real-time 

speech recognition speed is also an important factor. With this in mind we developed a 

method called Time-Slicing [25] for continuous speech recognition using neural networks. 

The objective of the Time-Slicing paradigm is to take slices of the input signal one by 

one as they come, processing the continuous flow of slices and recognizing them 

immediately. This will spare us the need of alignment and/or segmentation of the input signal. 

It also won't need to store the spectral information, occupying huge amounts of memory. Nor 

do we need to compare it to previously internalized spectral frames, which would also 

consume a lot of time. 

3.1  Descr iption of the Time-Sliced Paradigm 

The Time-Slicing paradigm consists of 3 different processes or steps: 



 

Step One : The spectrum of the input signal is divided into slices of equal length along the 

time-axis, without overlapping (see Figure 2), which will be passed sequentially through the 

recognition system.  

 
<< Insert Figure 2 >> 

 

For this step, for the acoustic preprocessing of the speech signal, the power spectrum is 

the most used encoding method for speech applications [10][11][26]. The digitized 

soundwave itself contains too much information that is irrelevant to speech recognition 

systems. Besides, with sampling rates of 10,000 samples per second, the processing time for a 

complete soundwave, as well as the storage space required, becomes prohibitive. That is why 

it is important to use some kind of data encoding. 

The spectrum is a three-dimensional array of coefficients obtained with the Fourier 

Transform. Fourier transforms are computed on blocks of sound and several tradeoffs are 

involved with choosing the block size. Small blocks are convenient because they capture 

quickly varying frequency features, while larger blocks are convenient because they give a 

much more detailed analysis of the sound. It has been shown that Mel-scaled Fast Fourier 

Transforms of the input signal seem to produce the best performance [27], because it is fast 

and accurate, and it performs a metric clustering of the phonemic samples.  

The speech signal is usually obtained using a window (Hamming), a FFT (Fast Fourier 

Transform) is performed on that window and a state vector is constructed that contains the 

spectral components of the signal. The details of how to obtain the FFT can be found in [28] 

or [29]. For our case, since we don't have the hardware to transform speech immediately into 

its spectrum, we applied a commercial software product to record the input words and to 

obtain their spectra. The resulting spectrum is a matrix of values of frequencies (columns) 

versus time (rows) versus power (the values), where each row represents one time-slice. The 

time interval represented by each slice is determined by the parameters chosen for the FFT. 

Step Two : The aim of the Time-Slicing paradigm is to have the neural network learn the 

specific sequence of time-slices that corresponds to each pattern. To do this, the network has 

to learn to predict every following time-slice and keep information about previous events. 



 

Therefore a recurrent neural network architecture is required, which provides the necessary 

short term memory for the context. We apply Elman's method [20] to train the network to 

predict the time-slices. This training method consists of taking the time-slice t as the input to 

the network while at the same time having time-slice t+1 as the desired output. In the next 

training cycle, the time-slice t+1 becomes the input and slice t+2 the desired output, and so on 

for all the time-slices of the training sample. 

Step Three : The network is thought to produce an immediate hypothesis of the recognized 

sequence of time-slices. In order to do so we defined a subset of the output units as the 

"hypothesis units". During the training session when the other output units contain the next 

time-slice, the hypothesis units are set to a binary code that will represent the phoneme being 

trained. For example, the phoneme /a/ is represented by the binary string '1 0 0 0 0 0...'. 

The phonemes are represented by a binary string containing one bit for each phoneme, 

where only the bit that corresponds to the phoneme is on (=1) and the rest is off (=0). 

Using the hypothesis units the network is able to produce an immediate hypothesis of 

the phoneme being passed through. By scanning all the hypothesis units, it is easy to 

determine the one with the highest activation value. The phoneme that corresponds to that 

unit is the recognized phoneme, this is done slice by slice. 

These three steps of the Time-Sliced paradigm are actually performed simultaneously. 

For each sample the training algorithm takes one time-slice after the other passing them 

through the network and adjusting the weights, teaching it to predict the following slice and 

to generate the corresponding hypothesis for the phoneme. 

3.2  Hypothesis Generation 

When running the trained network, one time-slice after the other passes through the net, 

independent of the actual length of the input, be it a phoneme, a word, phrase, etc. generating 

an immediate hypothesis for each slice. Thus the hypothesis for one word is a long string of 

characters where the number of characters for every phoneme depends on how long each one 

was pronounced. Several phonemes, such as the vowels, nasals, the /s/ and /Sh/ can be of 

various lengths (i.e. the number of time-slices for each phoneme varies), producing 

sometimes long sequences of the same character. Others, like the voiced and unvoiced stops, 



 

are always very short and thus more difficult to recognize, generating only two or three 

characters in the output stream. Next, due to the coarticulation effect, there appears some 

"garbage" between the phonemes in the hypothesis stream, i.e. inconsistencies, misspellings 

or characters that the network produces when it cannot discern to which phoneme the 

corresponding time-slice belongs. This can be seen later in the example shown in section 5. 

It requires an error recovery system to filter out this garbage and condense the long 

sequences of phonemes to the corresponding letter, identifying the recognized words and, if 

necessary, correct some misspellings generated by the network. This error-recovery algorithm 

is being studied now and some experiments have been done, which are shown later in section 

5. 

 

4.  Implementation of the Time-Sliced Paradigm 

 

Applying the time-sliced paradigm, a neural network was trained, to learn to recognize 

phonemes from Japanese language. The treatment of the training samples and the network's 

topology are discussed in this section. 

Since any recurrent neural net architecture can be used, as long it provides enough short 

term memory to learn the time-slice sequences, the Time-Slicing paradigm was implemented 

using two different neural network architectures. The first used Elman's recurrent network 

[20] in combination with Fahlman's Quickprop [30], called the Time-Sliced Recurrent 

Recognizer (TSRR) [21]. The second uses Fahlman's Recurrent Cascade-Correlation 

Learning Architecture (RCC) [31], and is called the Time-Sliced Recurrent Cascade 

Correlation Network (TS-RCCN) [32]. Both proved capable of recognizing a phoneme in a 

continuous stream of speech without having to fit the signal into a fixed time-format and 

without having to present the entire phoneme at one time while training and running the 

network. Though the main drawback of the first was its size and thus the time required for 

training. Also, Quickprop is not fully compatible with Elman's recurrent architecture [33], 

creating some difficulties for the correct learning of slice-sequences. 



 

In the case of the second approach, the TS-RCCN, the results were good and thanks to 

the RCC-architecture, the size of the network is almost minimal, saving time and storage 

space. Since this was the more successful approach we will discuss it in more detail. 

4.1  The Training Samples 

In order to obtain the samples for the training set, 160 words in Japanese were recorded, 

uttered by one male, speaker. The Japanese alphabet was classified into 25 different 

phonemes : /a/, /b/, /d/, /e/, /f/, /g/, /h/, /i/, /j/, /k/, /m/, /n/, /N/2, /o/, /p/, /r/, /s/, /t/, /u/, /w/, /y/, 

/z/, /Ch/, /Sh/ and /Ts/. A total of 7 samples for each of the 25 phonemes were randomly 

extracted from a subset of 40 words to form the training set with a total of 175 samples. The 

test set were the remaining 120 complete words. 

The speech samples were recorded with a sampling rate of 11.127 KHz and an 8-bit 

representation. The spectrum was computed with an offset of 64 points (the spacing between 

transforms) and a spectral transform size of 64 points. The frequency range for the 

transformation was from 0 to 5563 KHz. Further, the samples were Hamming windowed with 

a 30 dB gain, squaring the input before computing its transform (to spread out closely spaced 

frequency power components) and passing it through a high-pass filter to boost the high-

frequency components of the Fourier transform. 

The phonemes were extracted by hand, taking only a small portion of the phoneme, 

excluding the transitions between phonemes and the starting and ending parts of the words. 

The length of the extraction is of 192 samples per phoneme, this is equivalent to 17.3 

milliseconds. The resulting spectra of the extracted phonemes have 31 columns and 3 rows. 

Since we use each row of the spectrum as one time-slice, each slice is equivalent to 5.76 

milliseconds. 

Based on empirical observations it was found, that training the phonemes grouped 

according to their features produces better results than training them in one single set (this 

topic is also treated in [34]. Accordingly, the phonemes were grouped into 5 classes 

according to their phonetic similarity, (partly based on [10] and [36]) adding the 'silence' as 

the 6th class: 

                                                           
2 The syllabic nasal is represented by a capital 'N'. 



 

 

1.- Fricatives (/s/, /Sh/, /h/, /z/) and /f/. 

2.- Voiced stops (/b/, /d/, /g/), and (/y/, /j/). 

3.- Unvoiced stops (/p/, /t/, /k/) and affricates (/Ts/, /Ch/). 

4.- Nasals (/m/, /n/, /N/) and /r/. 

5.- Vowels (a, i, u, e, o) and /w/. 

6.-  Silence. 

 

4.2  The Parallel-Modular  Recurrent Cascade-Correlation Neural Network 

The Recurrent Cascade-Correlation Learning Architecture (RCC) [31] offers several 

advantages over other neural networks, such as providing a near minimal multilayer topology, 

defining its own size during training. 

The Cascade-Correlation architecture was proposed by Fahlman and Lebiere [35]. It is a 

network where each unit learns a specific task as fast as possible, avoiding the random motion 

of the hidden units in space, as happens in standard backpropagation [14]. The recurrent 

version of this architecture, the RCC, where the hidden units have also a self-recurrent link 

that feeds the units activation back to itself (see figure 3) was later proposed by Fahlman [31]. 
 

<< Insert Figure 3 >> 
 

The RCC network is created in a cascaded fashion, starting without hidden units and 

adding them one by one while needed. Each new hidden unit receives the activation from all 

the previously installed ones and from its own recurrent link and its own activation is never 

passed to the previously installed units.  

Every hidden unit in this kind of network can be viewed as a new layer, becoming a 

specialized feature detector. Since it is not possible to change it after it has been installed, 

further training becomes cumulative. This learning architecture eliminates the need to guess 

the neural network's size, depth and topology in advance and provides a near-minimal 

multilayer topology fitted to the problem to solve. 

4.2.1 Modular ity in the RCC Network 

The hidden units in the RCC cooperate in the solution of the problem, as every new 

hidden unit is affected by the activation of all the previous ones, as in the example of the two 



 

spirals problem presented in [35], or in learning sequences of symbols as in the Reber 

grammar [31]. Each new unit specializes even more on the problem supported by the 

"knowledge" acquired by the previous hidden units. However, when the task to be trained is 

complex, like learning the spectral representation of all the phonemes in the Japanese 

alphabet, the original RCC learning architecture presents some strong difficulties to 

generalize. To solve this problem we propose an alternative to the original RCC architecture, 

a parallel-modular RCC, to be used with the Time-Sliced paradigm for continuous speech 

recognition. 

This parallel-modular RCC accomplished to improve the recognition rate obtained with 

the original, the cascaded approach. 

4.2.2 The Parallel RCC 

To train the cascade-correlation network with large training sets, Fahlman proposed to 

divide the training set into a series of short "lessons", and train them one after the other, going 

from the simplest to the most complicated one. Then re-train the network with all the samples 

in a single training set [31][33]. The resulting network structure, the cascaded RCC, is shown 

in figure 4.a. The groups of hidden units generated during the training of each lesson grow in 

a cascaded fashion one on top of the other. When the network is finally re-trained with the 

complete training set, one last group of hidden units is created. We will refer to each of these 

groups of hidden units as modules. 

To build a parallel-modular RCC the connections of the original RCC are altered 

interrupting the cascade and locating every new module in parallel to the previous ones, with 

no connections between the modules. In this way the cascaded RCC is transformed into the 

parallel RCC shown in figure 4.b. Each module is totally independent from the activation of 

the others. This also permits the training of each module separately, which makes training 

faster and easier. It should be noted however, that the structure inside each module did not 

change, it remains cascaded. 
 

<< Insert Figures 4.a. and 4.b. >> 
 



 

When the training of each subset of the training-set is concluded, the modules, that can 

be of various sizes, are merged into one single network, which is re-trained with the complete 

training set. This creates an additional group of hidden units, which we call natural 

connectionist glue. 

4.2.3 Natural Connectionist Glue 

The Connectionist Glue is a concept developed by Waibel et al. for modularity and 

scaling in large phonemic neural networks [11][37]. Several neural networks can be trained 

individually for small subsets of the training set, making them specialized modules. These 

modules are merged together into a greater network with common input and output layers. 

The connections from the input layer to these modules are fixed and an extra group of hidden 

units, the "connectionist glue", is added to the network. This network is then re-trained with 

that extra group of hidden units, whose connections are free to learn any missing features to 

supplement the features learned by the frozen modules. 

Due to the nature of the RCC learning algorithm, during the last retraining with all the 

samples in one single training set, the new hidden units are added one by one while needed. 

This creates a naturally added connectionist glue (figures 4.a. and 4.b.), in contrast to the 

connectionist glue used for the TDNN, where its size is determined before training starts [10]. 

Thus we renamed this kind of connectionist glue as "natural connectionist glue". 

4.3  Training 

To test the difference between the (original) cascaded RCC and the parallel RCC, the 

Time-Sliced Cascade Correlation Network was trained once with each structure and results 

were compared.  

For the training of both networks, cascaded and parallel, the values of the spectrum 

were transformed into binary strings3 of 7 bits length. Thus the input layers required 217 units 

(31*7)(the number of values of each row in the spectrum times the number of bits). Since 25 

different phonemes are to be trained, there are 25 hypothesis units, resulting in an output 

layer of 243 units. 

                                                           
3  The RCC learning algorithm  (Ver. 1.0) has proven to work better with binary instead of floating-point values. 



 

The two networks (cascaded and parallel structure) were trained with each phoneme 

class separately. When all the phoneme classes were trained, all the phonemes were put into 

one single training set and the networks re-trained, incrementally adding the natural 

connectionist glue. 

The training was done on a DELL XMT 590 (Pentium 90 MHz), and the training of 

every module plus the re-training of the two complete networks took around 40 hours for the 

cascaded network while the parallel required almost 60 hours because it needed more training 

epochs for its hidden units. 

After both networks were trained they were tested, evaluating their capability to spot the 

phonemes inside the words. Testing was done by passing the spectrum of the whole word, 

slice by slice, unlabeled and not pre-segmented nor aligned phoneme by phoneme, through 

the network, while observing the behavior of the hypothesis units. 

 

5.  Empir ical Results 

 

Unfortunately for speech recognition there doesn't exist a widely accepted evaluation 

method to measure and compare the performance of different speech recognition neural 

networks. Using recognition rates (statistics), widely used in research reports to evaluate the 

performance in speech recognition, can be tricky, because it depends directly from the 

number of test samples. The number of available test-samples can vary significantly, which 

makes it difficult to compare results with others. 

Regarding the two structures tested here, the differences between the cascaded and the 

parallel network are presented in Table 1. It shows the total amount of hidden units per 

network, the number of hidden units that were added as natural connectionist glue, the total 

number of connections in the network and their average accuracy (the number of accurate 

answers divided by the total number of occurrences). While the cascaded network has 

340,786 connections, the parallel has only 109,720 connections, improving the recognition 

rate, reducing significantly the size of the network and thus increasing its speed. 
 

<< Insert Table 1 >> 



 

 

The output generated by the TS-RCCN is a string of characters determined by the 

activation value of the hypothesis units. When this activation falls below a pre-determined 

threshold, i.e. the activation is too low, the output is the symbol '-' which stands for 'not-

recognized' or for 'silence'. If the activation is greater or equal than the threshold the phoneme 

that corresponds to the position of the firing hypothesis unit is printed out. 

The threshold value, used to determine if a phoneme is considered recognized or not, 

also helps to filter the output and discard some of the garbage. If the threshold value is high 

enough it acts as a filter, taking the 'weak guesses' or 'garbage' out of the output character 

string. However, if the threshold value is too high, some correct but weakly recognized 

phonemes can get lost. The threshold value used to evaluate the results of the TS-RCCN is 

0.5. 

For example, the raw output of the recognition of the word "ippai" (meaning "full" or 

"crowded"), looks like this:  

 sb-d--iiiiii---d----gpp pkp-ppppp-p-kpppp-pp--sp-pp-p-kp-k--aa-kaaaaak aa--

 ----e-eeeeee--iiiiiiiiiiiii-ik------d-p--p 

Each letter represents the output for one time-slice, where the bold letters are the 

correctly spotted ones. 

The word "densha" ("train" or "streetcar") produced the output : 

 f-p--jdd Sh d---g---------e----ee u-g----N---u-d---b--Sh Sh d Sh Sh Sh Ts Ts--Ch 

 Ts Sh Ch d--g---Ts---a-k-aa--aaa-faaa--aa--k-dTs sg---s- 

The phrase "Eki wa doko desuka?" ("Where is the railroad station?") was recognized as : 

 -Sh d-------ee---e-d-bgg--kk------dh--iiiie-----uu-----------aaa-o-aa-a------d---d----

 --ooo----tt----d------ooo-------s---dk--eeee----------ed---d---Sh--Sh-k-dkd Sh d-d---

 -Sh kk-ku-aaa--aaa---aaa--aaaaa--k-d-a-s------ 

This raw output should be processed by an error recovery parser to obtain the actual 

words or phrases in Japanese characters (hiragana, katakana or kanji).  

The recognition rates for the correct spotting of the phonemes by the TS-RCCN are 

presented in Table 2. It compares the performance between the cascaded and the parallel 



 

network in terms of their ability to spot correctly the phonemes out of the input stream. This 

table presents the recognition values obtained taking only the highest activation of the 

hypothesis, which we call the first candidate. 

 
<< Insert Table 2 >> 

 

The parallel structure had a better overall performance than the cascaded one. Yet there 

are some phonemes that seem difficult to internalize. However it should be noted, that in 

almost 90% of the failures consisted in confusions between similar sounding phonemes, for 

example, the network produced a /u/ where it should be /w/ as can be seen in the above 

examples where these confusions are put in italics. Also /b/ and /d/, /t/ and /Ts/, /Sh/ and /s/ 

got mixed up. This kind of errors however, can easily be recovered with a spelling-correcting 

algorithm[38]. When the network confuses some very similar sounding phonemes it 

sometimes presents two or three strong hypothesis with similar activations. Considering the 

three strongest hypothesis values we elaborated table 3. Here the results using the strongest 

output value is presented as the first candidate, with a recognition rate of 84.43%, the 

following is the second candidate with a recognition rate of 90.21% and the next the third 

candidate with 93.74%. The use of these candidates helps us to find the correct words by 

generating three alternatives for a possible misspelling by the network. 

 
<< Insert Table 3 >> 

 

As for the error-correcting algorithm, an example of how the output of the network 

could be processed is shown in figure 5. An error-recovery parser [38], can scan the output 

stream generating a list of word-candidates which are then searched in a dictionary in order to 

produce the final output. In the example of figure 5, the hypothesis for each time-slice is a 

row containing pairs of characters with their respective activation values. The parser scans 

the output from top to bottom and tries to match the characters of one row with the next row 

counting the successive occurrences of each character. Where only one character is found it is 

deleted (the crossed ones in the figure). This example shows the result obtained for the word 

"akai" (meaning "red"), and the first word-candidate list contains "aka" as the top candidate 



 

and "akae" as the second candidate. Next the error recovery parser should search the word-

candidates in the dictionary. If the candidates cannot be found the parser would try to correct 

the words by inserting, deleting or replacing one character in the string and create a second 

list of valid word candidates (i.e. those that do exist in the dictionary). In this step "asa" is 

obtained by replacing the /k/ with an /s/ in the first candidate "aka", and "akai" is obtained by 

replacing the /e/ with an /i/ in "akae". Thus the final recognition result is the list of the top 

ranking candidates, in this case "asa" and "akai", where "akai" is the correct word. 
 

<< Insert Figure 5 >> 
 

The dictionary itself can be implemented using a trie structure [39][40] for efficiency. A 

trie (pronounced as in "try") is a tree structure (figure 6) in which each path from the root to a 

leaf corresponds to one key or word. The arcs from one node to the other are labeled with the 

characters of the keys and each key ends with a special end marker '#' to signal the end of the 

word. The nodes contain the number of the state represented by the node. Thus the notation 

g(n,a)=m represents the arc a going from node n to the node m. Using this structure could 

facilitate the search of the candidates by traversing the arcs and trying to match the characters 

of the candidates. 
 

<< Insert Figure 6>> 
 

Presently some experiments were made using this approach but the step where the raw 

output stream is compacted to generate the first word-candidate list still poses some 

difficulties whose solutions are being studied now. 

Returning to the recognition phase itself, it became evident that the parallel network 

structure has a better recognition and generalization ability than the cascaded network. This is 

probably because, in the cascaded structure, the modules specialized in one phoneme class 

pass their information on to the others affecting their ability to find the characteristic features 

of their phoneme class. Opposing this, in the parallel structure, they receive only the input 

activation, independent of the activation of the other modules. 

A problem that arises when using Time-Slicing is to decide the size of the time-slices. 

There exists a tradeoff between the sufficient amount of information to distinguish the 



 

phonemes and the networks speed and it's generalization capability. If the time-slices are very 

small (representing a short time interval) we obtain a great amount of information enabling 

the network to learn the finest features distinguishing similar sounding phonemes like /m/ 

and /n/. But it takes a bigger network in order to learn the larger volume of information, thus 

making the recognition process too slow to be used in real-time. On the other hand, if the 

time-slices are too big (representing a larger interval of time), the resulting network will be 

faster, but looses vital information necessary for an acceptable recognition result. We have 

also observed, that the size of the extracted portions for the training set (i.e. the number of 

time-slices per sample) also affects strongly the learning of the time-slice sequences. In this 

case we decided to take a very small portion, 192 samples (or 17.3 ms) resulting in 3 time-

slices per training sample. This may seem short, but it contains enough information of the 

frequencies of the phoneme itself. Though, it is not clear if the network really is learning the 

sequences or just is learning a huge amount of different patterns. However it seemed better to 

have a short sequence representing each phoneme rather than a long one, to simplify the work 

for the network. Besides, this size has produced the best recognition results so far. 

 

 

6.  Concluding Remarks 

 

The Time-Slicing Paradigm was developed with the aim to provide a new method for 

the recognition of speech without the different problems posed by the time-consuming pre-

processing of the speech signal, as are the alignment in time of the signals and the pre-

segmentation and labeling required by several other recognition systems. The Time-Slicing 

Paradigm is based on artificial neural networks due to the advantages these provide for 

generalization from various inputs and because they seem the most natural approach to mimic 

the functions of the human brain. This new method analyzes the input signal in a slice-by 

slice fashion and uses a recurrent neural network to relate each new slice to the previous ones 

to capture enough context to recognize the distinctive frequency sequences of every sound. 

The input is processed and an immediate hypothesis for the recognized sound is produced, 



 

making this method attractive for real-time connected speech recognition. However, it has not 

been tested in real-time due to the lack of the necessary hardware. The input speech is 

presently recorded, stored into a file on the computer and it's spectrum calculated with FFT. 

From this spectrum one slice at the time is read into the network and processed. 

The present research is based on a phoneme-level recognition, where the length of the 

input is independent from the recognition system and the output is a sequence of characters, 

one for each processed time-slice, corresponding to the recognized phoneme. This has the 

advantage that each phoneme does not have to be fitted into a certain format, limiting its 

length in order to be recognized, but on the other hand, the output consists of a longer string 

of characters which needs to be compacted. Since the output is not completely clean, that is, 

besides those of the correctly recognized phonemes, there are some characters generated due 

to the coarticulation effect or a wrong recognition by the network ("garbage"), the compacting 

of this output string is not trivial. It is necessary to filter out the "garbage" and correct the 

misspellings generated by the neural network. This problem is presently being studied and 

one of the solutions was presented in section 5, which uses a dictionary and the first three 

candidates of the recognition results to obtain a candidate list of the recognized words. The 

results are still not satisfying, however there are several factors that could improve them, 

which have to be explored carefully. 

Regarding the neural networks architecture, the present research has introduced the 

Parallel Recurrent Cascade-Correlation architecture with Natural Connectionist Glue, which 

can improve the recognition results obtained by the original RCC Learning Architecture, 

when dealing with large amounts of data.  

In general terms this architecture has provided a relatively small modular neural 

network, able to learn sequences of frequencies, generating an immediate hypothesis of the 

recognized phoneme. Its computational cost is lower than other neural net-based methods, 

since the network represents only one time-slice of a phoneme at any time as opposed to the 

entire phoneme in other existing methods. This makes it possible to run the network on small 

computers, even PCs (Personal Computers).  



 

Our future work is aimed to improve further the phoneme recognition using the parallel 

TS-RCCN, seeking a better generalization and recognition capability in order to generate a 

cleaner output, easier to interpret. Also the error-recovery algorithm is going to be improved 

exploring different heuristics to compact the output stream of characters into the phonetic 

representation of the recognized words and correcting any misspellings, to obtain the final, 

correctly spelled word or phrase. 

Until now the aim of the TS-RCCN has been only speaker dependent speech 

recognition, thus another future task is to redesign the networks training strategy to attempt 

speaker independent speech recognition. 

The Time-Slicing Paradigm was developed to provide a method capable of dealing 

properly with the dynamic nature of speech, however, we consider that it is not only limited 

to speech, but applicable to other recognition tasks that involve temporal patterns. 
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Figure 1.a.: The soundwave of the recorded word 'inai' (from the Japanese language, it is the negative form 

of 'iru' which means 'be' or 'exist'). 



 

 

 

 

 

Figure 1.b.: Coarticulation in the word 'inai'. This figure shows the portion where the phoneme /a/ (left) 

changes into /i/ (right) with no clear boundary. 
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Figure 2 : The Time-Slices. A signal, divided into slices of equal length, is fed sequentially slice 

by slice into the neural network for recognition. Each slice is passed through the 

network obtaining an immediate representation of the phoneme in the hypothesis units. 

In this example the current phoneme being recognized is /a/. 
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Figure 3: The RCC architecture. The boxed connections and the self-recurrent links are frozen and the 

crossed connections are trained repeatedly. 
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Figure 4.a.: The cascaded TS-RCCN (original approach). 
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Figure 4.b.: The parallel TS-RCCN. 



 

Words:akai 

 a 1.000000 

 o 0.999975 a 0.851809 

 a 1.000000 

 a 1.000000 

 o 0.999999 a 0.999888 

 u 1.000000 

 a 0.999977 

 a 1.000000 

 a 0.432577 

 k 0.998752 

 k 0.997424 

 u 0.963736 k 0.921776 Ts 0.502027 

 u 0.999252 Ts 0.999015 k 0.998054 

 u 0.440569 

 a 0.999985 

 a 0.999995 

 a 1.000000 

 a 1.000000 

 a 1.000000 

 u 0.837032 a 0.694631 

 a 0.999897 

 a 0.999977 

 w 0.965611 o 0.917912 

 a 0.604564 

 o 0.861227 w 0.604396 d 0.388361 

 e 0.999970 

 e 1.000000 j 0.323836 

 n 0.345471 

 u 0.754640

aaaa

kkkk

aaaa

eeee

1st 1st 1st 1st CandidateCandidateCandidateCandidate  List List List List :  :  :  : 

    

1)   aka   100% 1)   aka   100% 1)   aka   100% 1)   aka   100% 

2)   akae  98%2)   akae  98%2)   akae  98%2)   akae  98%

2nd 2nd 2nd 2nd Candidate Candidate Candidate Candidate LLLList :  ist :  ist :  ist :  

    

1) 1) 1) 1) asa (replacing /k/ with /s/) asa (replacing /k/ with /s/) asa (replacing /k/ with /s/) asa (replacing /k/ with /s/) 

2) 2) 2) 2) akai (replacing /e/ with /i/)akai (replacing /e/ with /i/)akai (replacing /e/ with /i/)akai (replacing /e/ with /i/)

aaaa

aaaa

 

Figure 5 : Example for compressing the raw output stream for "akai" into candidate words. 
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Figure 6 : A trie structure for the dictionary as it could be used by the error-recovery parser. 



 

 

 

Network Type Cascaded Parallel 

Total Number of Hidden Units 150 121 

Number of Hidden Units in the 

Natural Connectionist Glue Module 66 24 

Total Number of Connections 340 786 109 720 

Average Accuracy 71.75% 84.59% 

Table 1: Comparison between the cascaded and the parallel TS-RCCN (first candidate). 



 

 

Phoneme Number of  Number of Errors *  Accuracy (%) 
 Occurrences cascaded parallel cascaded parallel 
a 88 0 0 100.00 100.00 
i 85 29 4 65.88 95.29 
u 34 6 1 82.35 97.06 
e 39 2 0 94.87 100.00 
o 73 0 0 100.00 100.00 
b 5 2 4 60.00 20.00 
d 20 10 8 50.00 60.00 
g 13 7 3 46.15 76.92 
p 6 6 1 0.00 83.33 
t 23 15 14 34.78 39.13 
k 42 17 13 59.52 69.05 
m 36 9 5 75.00 86.11 
n 33 12 6 63.64 81.82 
N 21 3 3 85.71 85.71 
s 19 16 12 15.79 36.84 

Sh 17 3 1 82.35 94.12 
h 7 3 1 57.14 85.71 
z 1 1 1 0.00 0.00 
r  18 12 8 33.33 55.56 
w 9 7 6 22.22 33.33 
y 7 1 1 85.71 85.71 
j  12 7 2 41.67 83.33 
f 4 4 3 0.00 25.00 

Ts 3 3 1 0.00 66.67 
Ch 8 1 1 87.50 87.50 

Total 623 176 96 71.75% 84.59% 

Table 2: Recognition rates for the cascaded and the parallel TS-RCCN (first candidate). 

                                                           
*  Note: The number of errors and the recognition accuracy refer to the correct spotting of the phonemes inside the word. 



 

 

Phonemes Occurrences 1st. Candidate 
 

2nd. Candidate 
 

3rd. Candidate 
 

  Errors Accuracy (%) Errors Accuracy (%) Errors Accuracy (%) 
a 88 0 100.00 0 100.00 0 100.00 
i 85 4 95.29 0 100.00 0 100.00 
u 34 1 97.06 0 100.00 0 100.00 
e 39 0 100.00 0 100.00 0 100.00 
o 73 0 100.00 0 100.00 0 100.00 
b 5 4 20.00 2 60.00 1 80.00 
d 20 8 60.00 7 65.00 6 70.00 
g 13 3 76.92 1 92.31 1 92.31 
p 6 1 83.33 1 83.33 1 83.33 
t 23 14 39.13 8 65.22 6 73.91 
k 42 13 69.05 8 80.95 5 88.10 
m 36 5 86.11 2 94.44 0 100.00 
n 33 6 81.82 1 96.97 33 100.00 
N 21 3 85.71 1 95.24 1 95.24 
s 19 12 36.84 10 47.37 8 57.89 

Sh 17 1 94.12 1 94.12 0 100.00 
h 7 1 85.71 1 85.71 0 100.00 
z 1 1 0.00 1 0.00 0 100.00 
r  18 8 55.56 7 61.11 4 77.78 
w 9 6 33.33 6 33.33 4 55.56 
y 7 1 85.71 0 100.00 0 100.00 
j  12 2 83.33 2 83.33 2 83.33 
f 4 3 25.00 2 50.00 0 100.00 

Ts 3 1 66.67 1 66.67 1 66.67 
Ch 8 1 87.50 0 100.00 0 100.00 

Total 623 96 84.59% 61 90.21% 39 93.74% 

Table 3 : The recognition rates for the parallel TS-RCCN considering the three first candidates. 

 
 
 

 


