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SummarySummarySummarySummary    

 

The Time-Slicing paradigm is a newly developed method for 

the training of neural networks for speech recognition. The neural 

net is trained to spot the syllables in a continuous stream of 

speech. It generates a transcription of the utterance, be it a word, a 

phrase, etc. Combined with a simple error recovery method the 

desired units (words or phrases)  can be retrieved.  

This paradigm uses a recurrent neural network trained in a 

modular fashion with natural connectionist glue. It processes the 

input signal sequentially regardless of the input's length and 

immediately extracts the syllables spotted in the speech stream. As 

an example, this character string is then compared to a set of 

possible words, picking out the five closest candidates.  

In this paper we describe the time-slicing paradigm and the 

training of the recurrent neural network together with details 

about the training samples. It also introduces the concept of 

natural connectionist glue and the recurrent neural network's 

architecture used for this purpose. Additionally we explain the 

errors found in the output and the process to reduce them and 

recover the correct words. The recognition rates of the network 

and the recovery rates for the words are also shown. 

The presented examples and recognition rates demonstrate the 

potential of the time-slicing method for continuous speech 

recognition. 

 

KeywordsKeywordsKeywordsKeywords : Continuous Speech Recognition, Time-Slicing 

Paradigm, Recurrent Cascade-Correlation Neural Network, Error 

Recovery. 
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1. Introduction1. Introduction1. Introduction1. Introduction    

The number of applications for speech interfaces are 

enormous, ranging from speech-to-speech translation [1], voice 

database access [2], to working tools for handicapped or workers 

in eyes- or hands-busy situations. 

Currently, the most popular approaches for speech recognition 

are the Hidden Markov Models (HMM's)  [3]  [4]  [5]  and the 

connectionist techniques (also known as artificial neural networks)  

[6]  [7] [8] . One important reason behind the research of artificial 

neural networks for automatic speech recognition is because they 

appear to be the most natural approach to mimic the massive 

parallelism inherent to the processes of the human brain.  

The connectionist approach to speech recognition offers 

several advantages over other methods, as they are able to 

generalize from different input data and extract distinctive 

features out of the complex speech signals [7]  [9] . Moreover, 

neural networks are inherently more advantageous with low-level 

signal processing and control tasks than are the symbolic 

approaches [8]  [10]. 

Even though there is a strong interest and support for the 

development of speech-recognition neural networks in general, the 

performance achieved until now is still not satisfactory. There are 

several possible causes for this, but the most serious one is the 

inability of most neural network architectures to deal properly 

with the dynamic nature of speech.  

Even though several techniques, like DTW (Dynamic Time 

Warping) , Time-Delay, DP (Dynamic Programming) , etc. [9]  [11] 

[12] [13] [14] have been developed, to be combined with a neural 

network to compensate the inability of connectionist architectures 
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to model the time-alignment properly, they still treat speech as a 

static event. Most of the neural networks for phoneme recognition 

need to be presented with the whole phoneme at one time so that 

they can train on it and recognize it. The signal needs a lot of 

preprocessing and labeling, adaptations or time-alignment before 

the recognition process can even start. Another problem is that the 

size of most of these networks, as in the case of the TDNN's (Time-

Delay Neural Networks)  [2] [9] [12] [15] [16] [17] [18], is usually 

very large, since they have to represent the entire phonemic 

segmentation at one instant. 

To solve these problems we developed the Time-Slicing 

Paradigm, which enables a small recurrent neural network to learn 

the temporal relationship between the frequency components of 

every pattern (phoneme or syllable)  without forcing the input into 

a fixed time frame. In this way it is capable of extracting the 

patterns in a continuous stream of speech running fast and 

without requiring much memory space. 

After discussing the proper analysis of speech in section 2, 

section 3 introduces the time-slicing paradigm. Then section 4 

explains the details of its implementation using the RCC (Recurrent 

Cascade-Correlation)  learning architecture. Some modifications 

performed on the RCC architecture in order to improve its 

performance, lead to the Parallel-RCC (Parallel Recurrent Cascade-

Correlation Network) , which is also introduced in section 4 

together  with the concept of Natural Connectionist Glue. This 

network is trained to recognize the 75 syllables of the Japanese 

language. Section 5 presents the training details and the 

recognition rates. Further, section 6 shows an example of the 

application of the time-sliced paradigm and the parallel-RCC 
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neural network to isolated word recognition. Using a simple error 

recovery technique 97.65% of the words can be found among the 

first five candidates. By including a syntactic parser and semantic 

analysis the list of candidate words can be reduced even more. 

Finally, section 7 discusses the results and compares our approach 

to others concluding with a summary of the advantages and the 

potential of the time-sliced paradigm for connectionist continuous 

speech recognition. 

 

2. The proper analysis of the speech signal2. The proper analysis of the speech signal2. The proper analysis of the speech signal2. The proper analysis of the speech signal    

What makes automatic speech recognition so difficult is that, 

although it is a patterned signal, it is also highly variable. Some of 

the variations derive from noise, but most come from speech itself 

with its many little acoustic differences. In addition, speech is not 

simply a series of changing patterns, but it is also a continuous 

flow of overlapping and interacting patterns. This applies to the 

phoneme level as well as the word or sentence level. 

Viewing this problem at the phoneme level, every phoneme in 

a word is affected by the preceding and the following phonemes. 

Due to this effect, which is called coarticulation, the boundaries 

between one phoneme and the next are blurred, they overlap in 

time and are sometimes impossible to identify. To recognize the 

phoneme sequences out of these signatures, a system has to scan 

them to find identifiable clues. Some proposals, as in [19] and [20] 

speak strongly in favor of analyzing a speech stream without 

segmenting it, searching for valuable acoustic clues in order to 

attempt recognition.  

A speech recognition system should be able to represent 

temporal relationships between acoustic events, while at the same 
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time provide for invariance under translation in time [15], i.e. the 

instant when something is uttered should not affect its recognition. 

However, most of the current speech recognition neural networks 

can't provide translation invariance, thus requiring precise 

segmentation and alignment methods to arrange the input pattern 

properly. The necessary pre-processing of the input signal has a 

high time cost, and the existing automatic segmentation algorithms 

are not 100% reliable, which affects directly the performance of 

the recognition system.  

Our aim in this research is to reduce to a minimum the 

preprocessing of the input signal. To this effect we developed a 

method we called the Time-Sliced Paradigm for the recognition of 

speech signals by a recurrent neural network. By using this 

approach the network can learn to recognize the components of 

any utterance without pre-alignment or adaptation of the signal. 

    

3. The Time3. The Time3. The Time3. The Time----Slicing ParadigmSlicing ParadigmSlicing ParadigmSlicing Paradigm    

Since a suitable recognition system should be able to recognize 

a pattern regardless of its duration and the time it occurred, it 

implies that the arriving information has to be processed 

sequentially without forcing the input into any specific format or 

size as in other cases where DTW, DP or other techniques are used 

[9]  [11] [12] [13]. Besides, high data rates associated with speech 

input (100 to 300 Kbit/sec)  imply that a system cannot afford to 

have resident in primary memory more than a few seconds of 

speech data (usually no more than a single utterance) . Thus a 

system must be able to continuously receive and process the 

incoming information immediately, without having to store it for 

later comparisons as in the frame-based approaches [6]. This is the 
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purpose of the Time-Sliced Paradigm [21] [22]. For this method we 

only require that the input signal be transformed into its spectral 

representation. The spectrum of the signal is then processed by 

the Time-Slicing method in three simultaneous steps :  

Step One:Step One:Step One:Step One: The spectrum of the input signal is divided into 

slices of equal length along the time-axis (see Figure 1) , which are 

passed sequentially through the neural network.  

The power spectrum is the most used encoding method for 

speech applications. The digitized soundwave itself contains too 

much information that is irrelevant to speech recognition systems. 

Besides, with sampling rates of 10,000 samples per second, the 

processing time for a complete soundwave, as well as the storage 

space required, becomes prohibitive. That is why it is important to 

use some kind of data encoding. 

To obtain the sound samples and their spectrum (or spectral 

coefficients)  for this work, we used a commercial software product 

for the Macintosh (Power PC)  [23] to compute the Fast-Fourier 

Transform of the signal (FFT) . 

The resulting spectrum is a three-dimensional array of 

coefficients of time (rows)  versus frequency (columns)  versus 

power (values) . Each row represents one time-slice of the signal, 

and the time interval represented by each slice is determined by 

the parameters chosen for the FFT. 

<< Insert Figure 1 here>><< Insert Figure 1 here>><< Insert Figure 1 here>><< Insert Figure 1 here>>    

Step Two: Step Two: Step Two: Step Two: The network is trained as a predictive neural net. It 

learns to predict every following time-slice in order to learn the 

specific sequence of time-slices that corresponds to each pattern.  
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For this purpose a recurrent neural network architecture is 

required that provides the necessary short term memory for the 

context. The training of this network consists, as in Elman's 

method [24], in taking the time-slice t as the input to the network 

while at the same time having time-slice t+1 as the desired output. 

In the next training cycle, the time-slice t+1 becomes the input and 

slice t+2 the desired output, and so on for all the time-slices of the 

training sample (see Figure 2) . 

<< Inse<< Inse<< Inse<< Insert Figure 2 here>>rt Figure 2 here>>rt Figure 2 here>>rt Figure 2 here>>    

Step Three:Step Three:Step Three:Step Three: Besides predicting the next time-slice, the network 

produces an immediate hypothesis of the sequence of time-slices 

being recognized. In order to do so, an extra group of output units 

is used, called the "hypothesis units". There is one hypothesis unit 

that corresponds to each trained pattern, which can be a phoneme 

or a syllable. Each of these hypothesis units is trained to fire when 

its corresponding pattern is being recognized, otherwise it 

shouldn't fire. So, after the training process is complete we can 

determine the pattern being recognized by observing only the 

hypothesis units; the one with the highest activation corresponds 

to the pattern closest to the input signal. This hypothesis is 

produced while each time slice is processed, i.e. we obtain a 

hypothesis for each time-slice while processing the input signal, 

thus the hypothesis generation is immediate ( figure 2) . 

The general objective of the time-slicing method is to avoid 

any alignment methods previous to the recognition process. The 

network listens to the input and fires a hypothesis unit ( its 

activation is close to '1')  when any input sound can be determined, 
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otherwise it remains 'silent' ( the activation of all the units is very 

close to '0') . 

 

 

4. Implementing the4. Implementing the4. Implementing the4. Implementing the Time Time Time Time----Sliced ParadigmSliced ParadigmSliced ParadigmSliced Paradigm    

Since a recurrent neural network has to be used, the Recurrent 

Cascade-Correlation Learning Architecture (RCC) [25] was chosen, 

because it is known to be a powerful classification network and it 

defines its own size during training. During earlier experiments an 

Elman style recurrent neural network was used [21], but soon 

discarded because the networks size became too large and slow, 

and it was not able to learn more than 7 phonemes. 

To use the RCC learning architecture for speech recognition 

together with the time-sliced paradigm we developed our own 

version called the parallel-RCC. This network uses the RCC learning 

algorithm but its structure is different compared to the original 

RCC. The parallel RCC is a modular neural network, which will be 

discussed in detail in the following sections. 

4.1 The Recurrent Cascade4.1 The Recurrent Cascade4.1 The Recurrent Cascade4.1 The Recurrent Cascade----Correlation Learning AlgorithmCorrelation Learning AlgorithmCorrelation Learning AlgorithmCorrelation Learning Algorithm    

A RCC network is created in a cascaded fashion (see Figure 3) . 

It starts without hidden units and adds them one by one during 

the training while the error surpasses a determined threshold. A 

pool of hidden units is trained and the one with the best score is 

chosen and added to the network. Each new hidden unit receives 

the activation from all the previously installed ones and from its 

own recurrent link. Its own activation is, however, never passed to 

the previously installed units, thus creating the cascaded structure. 

The learning algorithm tries to maximize the correlation between 

the new units output and the residual error it is trying to 
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eliminate. It uses an asymmetrical sigmoid function for all the 

units with a range from 0.0 to 1.0 and the 'Quickprop' algorithm to 

train the output weights [25] [26] [27]. 

Every hidden unit in this kind of network can be viewed as a 

new layer, becoming a specialized feature detector. Since it is not 

possible to change it after it was installed, further training 

becomes cumulative. In the RCC network the input layer is fully 

connected to the output layer which is represented in figure 3 by 

the lines coming from the input units connecting with the lines 

going to the output layer on the right side of the figure (the small 

arrows beside the connection-lines indicate the direction of the 

connections) . The input units are also all connected to each 

hidden unit. The crossings of the lines representing the 

connections between input and hidden units are marked with a 

squared box which means that the associated weights to these 

connections are not changed once the hidden unit was trained and 

installed into the network. This goes also for the self-recurrent 

links of each hidden unit. But the other crossings that are marked 

with an 'x' are re-trained in each cycle. 

<< Insert Figure 3 here>><< Insert Figure 3 here>><< Insert Figure 3 here>><< Insert Figure 3 here>>    

This learning architecture eliminates the need to guess the 

neural network's size, depth and topology in advance and provides 

a near-minimal multilayer topology fitted to the problem to solve. 

4.2 The Parallel4.2 The Parallel4.2 The Parallel4.2 The Parallel----RCC Neural NetworkRCC Neural NetworkRCC Neural NetworkRCC Neural Network    

The hidden units cooperate in the solution of the problem, as 

every new hidden unit is affected by the activation of all the 

previous ones. Each new unit specializes even more on the problem 

supported by the "knowledge" acquired by the previous hidden 

units. However, for a large number of training patterns to be 
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learned the training set should be divided into smaller 'lessons' 

which are to be trained separately. This is also known as 'problem 

decomposition' [19] [25] [28] [29], and it is used to facilitate the 

training and learning of large sets of samples.  

This network was to be trained to recognize Japanese speech 

patterns, and since the Japanese writing system is based on 

syllabic symbols, it seemed the most natural and straightforward 

way to train the network with syllables instead with separate 

phonemes. 

This training set, contained the 75 syllables of the Japanese 

language, which consist of the five the vowels and the consonants 

followed by a vowel, with the sole exception of the nasal 'n'; the 

latter is not associated with a vowel. The syllables were grouped 

into 6 'lessons' according to their similarities: (partly based on the 

phonemic division in [28])  

<< Insert Table 1 here>><< Insert Table 1 here>><< Insert Table 1 here>><< Insert Table 1 here>>    

Every lesson is trained separately from the others on the same 

network. At the end when all the lessons have been trained, they 

are joined into one big training set and the network is trained 

again for some epochs. In this way the network learns first to 

distinguish the syllables that are more easily confused, that is, 

those inside each lesson, and then, when all the samples are put 

together into one training set, the neural network learns to 

differentiate between the syllables of the different lessons.  

Training the RCC with this method did not work well, since the 

previously installed hidden units affected the learning of the new 

lessons negatively. To overcome this problem the original RCC 

training method was modified, such that for every new lesson the 

network would aquire an independent group of hidden units. The 
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resulting network has a structure as presented in figure 4. The 

training of each lesson adds a certain number of hidden units to 

the net. These are shown in figure 4 inside the rounded squares 

and are called 'modules'. The hidden units within each module 

retain their cascaded structure, but every new module resulting 

from the training of a different group of patterns is located in 

parallel to the previous modules [30]. 

<< Insert Figure 4 here>><< Insert Figure 4 here>><< Insert Figure 4 here>><< Insert Figure 4 here>>    

As can be seen in figure 4, each module is totally independent 

from the activation of the others. This also permits to train each 

module separately, which makes training faster and easier. As 

there are no connections between the modules the total number of 

connections in the network decreases and thus the training and 

running time of the net are further reduced. 

4.3 Natural Connectionis4.3 Natural Connectionis4.3 Natural Connectionis4.3 Natural Connectionist Gluet Gluet Gluet Glue    

When the training of each lesson or subset of the training-set 

( see table 1)  is concluded, the network is re-trained with the 

complete training set (all the lessons merged into one single 

training set) . This training cycle creates an additional group of 

hidden units, which we call the Natural Connectionist Glue (Fig. 4) . 

The Connectionist Glue  is a concept developed by Waibel et al. 

for modularity and scaling in large phonemic neural networks [16] 

[17] [28]. Several neural networks are trained individually for 

small subsets of the training set. The hidden layers of those 

networks are put together as parallel modules into one single 

network with one common input and output layer. The 

connections from the input layer to these modules are frozen and 

an extra group of hidden units, the "connectionist glue", is added 

to the network. This network is then re-trained with that extra 
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group of hidden units, whose connections are free to learn any 

missing features to supplement the features learned by the frozen 

modules. In their case the number of units in this extra group or 

connectionist glue is determined and fixed before training even 

starts. In the case of our parallel-RCC, due to the nature of the RCC 

learning algorithm, the new hidden units are added one by one 

during the training process. This creates a naturally added 

connectionist glue [30], where its size is determined automatically 

by the learning algorithm, depending on the problem being 

trained. 

The advantages of a modular training (or training by lessons)  

are that each module has a chance to specialize on a small group 

of patterns, cooperating later with the other modules, combining 

their very specific "expertise". 

 

5. Training and Test Results o5. Training and Test Results o5. Training and Test Results o5. Training and Test Results of the Parallelf the Parallelf the Parallelf the Parallel----RCCRCCRCCRCC    

The Parallel RCC was trained to spot the syllables in a 

continuous stream of speech. For this a list of 85 words in 

Japanese were recorded at 11.127 kHz. These words were spoken 

twice with normal speed by a male speaker, and they were divided 

into two sets. The first set served to extract the training samples 

and the words of the second set became the test samples. The 

samples, two per each syllable measuring 75 ms per sample, ( see 

Table 1 in sec. 4.2)  were extracted from randomly chosen words 

out of the training set. With the help of a commercial software [23] 

we calculated the spectrum of the training and test samples using 

a Fast Fourier Transform (FFT)  with a size of 256 points, an offset 

of 64 points (overlapping by 192 points)  and a frequency range of 

0-5.563 kHz. Further, the samples were Hamming windowed with a 
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30dB gain, squaring the input before computing its transform (to 

spread out closely spaced frequency power components)  and 

passing it through a high-pass filter to boost the high-frequency 

components of the Fourier transform. These sizes were determined 

empirically from several experimental results. 

Since each row of the spectrum represents one time-slice, with 

the chosen FFT parameters each time-slice is equivalent to 23 ms 

of the speech sample. Every sample had a total of 14 time-slices 

consisting of 127 values. 

The Parallel-RCC started with an input layer of 127 input units 

(one for each value of the time-slice) , and a output layer of 202 

units, 127 units for the predicted time-slice and 75 hypothesis 

units (one for each syllable) . The network was trained with a total 

of 150 speech samples divided into six different lessons ( see Table 

1 in sec. 4.2) . Each lesson was trained for five epochs per hidden 

unit, allowing a maximum of three new hidden units to be added 

for each lesson. In the case of the connectionist glue a maximum of 

five new hidden units were allowed. For each hidden unit a pool of 

five units was trained and the one with the best score installed into 

the network. The training of all the modules including the natural 

connectionist glue took a total of two hours, and the final network 

had 23 hidden units divided into seven parallel modules. 

<< Insert Figure 5 here>><< Insert Figure 5 here>><< Insert Figure 5 here>><< Insert Figure 5 here>>    

Figure 5 shows a summary of the process required for the 

recognition of the syllables in a speech stream of any length. The 

obtaining of the speech sample and its spectrum (steps a)  and b) )  

is done separately because we don't have the hardware to do it in 

real time. The parallel-RCC is in charge of taking the spectrum, 

process every time-slice and accumulate all the successive 
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occurrences of the same syllable (steps c) , d)  and e) ) . Every 

syllable shown in step d)  is the result from one time-slice. In this 

case the word "ki" is analyzed, thus the output is the syllable /Ki/ 

followed by /i/; the '-' shows that no hypothesis unit fired above a 

predefined activation threshold, which usually means that the 

time-slice contained only 'silence'. It is difficult to determine the 

value of this threshold (between 0 and 1) . An activation threshold 

very close to 1 filters out all the weak recognition results which is 

useful to avoid too much 'garbage' (misspellings, etc.)  in the 

output stream, but it can also cause the recognition process to 

loose vital consonants that did not produce strong activations. We 

performed several runs with different threshold values and finally 

decided to set the value to 0.7. This threshold filters out enough 

garbage and lets enough information pass to attempt a further 

analysis of the output ( section 6 presents a more detailed 

discussion of the consequences of choosing the right activation-

threshold value) . 

In step d)  of figure 5 it can be seen that the number of time-

slices corresponding to one syllable depends on how long it was 

pronounced. So, as the result for each time-slice is obtained, the 

sequential occurrences of the same syllable can be accumulated 

and printed out as only one, as shown in step e)  of figure 5. 

The networks units are initialized once at the beginning with 

zeros. But they are not reinitialized for each new word, i.e. the 

network processes a list of words without reinitializing the values 

of the units after each word, keeping the process as natural and as 

simple as possible. 

As for the response time, it takes 1.35 ms to process each time-

slice ( from step c)  to e)  in figure 5) , i.e. it takes 35.2 ms to process 



Page 16 

a word 10 seconds long. This translates into about a processing 17 

times faster than the corresponding speech sample's length. The 

amount of memory required by the network during the 

recognition process is below 500 Kbytes. 

Following are the recognition rates for the correct spotting of 

the syllables in the complete words. The words were passed one 

after the other through the network without any alignment or 

labeling. The recognition rates of this table were obtained by 

observing the output, as shown in the example of figure 5 step e) . 

If the expected syllables appeared in the correct order they were 

considered recognized.    

<< Insert Table 2 here>><< Insert Table 2 here>><< Insert Table 2 here>><< Insert Table 2 here>>    

The overall accuracy for all the syllables is of 92.72% with a 

correct spotting of 395 syllables out of a total of 426 syllables 

contained in 85 words. In the network's output a total of 73 false 

alarms were observed. In the best case the output is as in figure 5, 

but it sometimes can have also syllables that don't belong to the 

original word ( false alarms or mis-recognitions) . For example, 

when the expected word is "a na ta" and the obtained output is "a 

ma na ta" for the input of the word "anata". These errors are 

generally confusions between similar sounding consonants, for 

example /m/ and /n/, /b/ and /d/. This happened mainly in the 

specific cases of the syllables /bu/, /ni/, /se/ and /ma/ specially at 

the endings of the words. But in general the network is able to 

reproduce the spoken syllables although surrounded sometimes by 

'garbage' due to the coarticulation effect in speech. 

Although it is dificult to make comparisons with other 

approaches, because the training and test sets differ in size and 

recording conditions, the parallel-RCC compares favorably. For 
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example, in [28] Waibel et al. report a recognition rate of 94.7% for 

their incrementally trained all-phoneme TDNN. If we analyze our 

results at the phoneme level, that is, decomposing the recognition 

of each syllable into the correct recognition of the consonant and 

the one of the vowel separately we obtain a recognition rate of 

94.33% (399 out of 423 phonemes) . 

6. Error Recovery Procedures6. Error Recovery Procedures6. Error Recovery Procedures6. Error Recovery Procedures    

The previous section showed the results for the raw output of 

the parallel-RCC. When running the trained network, one time-

slice after the other passes through the net, independent of the 

actual length of the input, which may be a phoneme, a syllable, a 

word, a phrase, etc. generating an immediate hypothesis for each 

slice. As mentioned, the final recognition hypothesis can however, 

contain spelling errors and garbage. 

In order to be able to obtain only correctly spelled words out 

from the raw output generated by the network an 'error-recovery' 

method is required. This method has to identify the recognized 

words and, if necessary, correct the misspellings generated by the 

network. Following we present an example of how this error-

recovery procedure could work. 

6.1 Types of Errors6.1 Types of Errors6.1 Types of Errors6.1 Types of Errors    

It is difficult to obtain a 100% clean output due first, to the 

coarticulation effect between phonemes and second, because of the 

differences in the alignment of the phonemes in the spectrograms 

of the training and the test sets. This alignment can be forced, as it 

is done in other approaches [13] [14] [16] [17], but we consider 

that in order to provide time-invariance for speech recognition this 

alignment procedures should be avoided. 
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So, lets consider the three kind of errors that can be found in 

the networks output: insertion, substitution and deletion error. 

a)  Insertion errora)  Insertion errora)  Insertion errora)  Insertion error: This refers to the case when the result contains 

syllables that do not form part of the expected output, sometimes 

also called 'garbage' or 'false alarm'. These errors occur more 

frequently if the value of the activation threshold, used to 

determine if a units activation is accepted or not ( sec. 5) , is too 

low. It also happens when the network does not recognize a sound 

and the activation oscillates between the different hypothesis 

units. 

b)  Substitution errorb)  Substitution errorb)  Substitution errorb)  Substitution error: This one refers to the confusions between 

similar sounding syllables. Usually the output syllable contains the 

correct vowel but a with another consonant instead. This error is 

common, even to the human ear, but can be corrected with spell-

checking methods or they sometimes require more information 

about the context of the utterance to determine the correct word. 

c)  Deletion errorc)  Deletion errorc)  Deletion errorc)  Deletion error: It means that an expected syllable is missing, and 

it occurs if the activation threshold is set too high or when in a 

word the intonation decreases at the end, making the last syllable 

difficult to recognize. 

Examples : Correct output:   a na taa na taa na taa na ta 

   Insertion error:  a ma na ta 

   Substitution error: a ma pa 

   Deletion error:  a _  ta 

These errors can be avoided mostly with a carefully chosen 

activation threshold. Another option is to try to extract more 

information from the hypothesis units by considering not only one 

hypothesis unit, the unit with the highest activation, but the three 

highest scores. In this way, when there is an substitution error we 
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can obtain several candidates for the syllable in question, where it 

is more likely to find the expected syllable, but this can cause the 

insertion error to increase. 

The possibility of insertion errors can also be decreased by 

skipping all the syllables that occur only once in the output 

sequence of the time-slices. This is based on the assumption that a 

correctly recognized syllable should produce a sequence of at least 

two elements, since the spectrum for each time-slice was calculated 

from overlapping blocks. When only one single syllable is found in 

the middle of a larger sequence of another syllable it is very likely 

that it is an error. Thus, when the network accumulates the 

sequential occurrences of the syllables from a series of time-slices, 

it can keep a counter and discard those syllables that occurred 

only once. For example, consider that the output for a series of 

time-slices is : /a/a/a/a/na/na/mamamama/na/na/a/a/a/ta/ta/a/a/a. The 

syllable 'ma' ( in bold letters)  is a single occurrence in the middle of 

a sequence of 'na's, and could be deleted. However, this process 

could also delete some correct but poorly recognized consonants, 

increasing the deletion-error. 

These approaches were tested in our recognition process. Using 

an activation threshold of 0.7 and the three highest valued 

hypothesis units, the result of each time-slice is checked, keeping a 

counter for each sequence of syllables. The syllables with only one 

occurrence are not passed to the final output and discarded. As the 

result we obtained a sharp decrease of the insertion errors, but a 

slight increase of the deletion errors, whereas the number of 

substitution errors did not change significantly. The results of 

table 2 in section 5 are the ones obtained with this method. 

6.2 Word Recognition Rates6.2 Word Recognition Rates6.2 Word Recognition Rates6.2 Word Recognition Rates    
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The recognition results, as obtained by the network are the 

most probable syllabic transcription of the utterances, but the 

process still does not identify the correctly spelled words. To this 

effect, the output of the network is compared to the list of the 85 

words of the test-set. To obtain a degree of similarity between the 

hypothesis and each of the words their edit-distance [31] is 

calculated. The edit-distance (based on the Damerau-Levenshtein 

Metric)  is a measure of changes necessary to transform a string of 

characters into the target string. Each edition process, insertion, 

deletion and exchange of a character, has a different penalty, 

which are added together to produce the edit-distance between two 

words. In this case the penalties are one for insertion, two for 

deletion and three for change. 

After one word has passed completely though the network the 

output's edit-distance to all the words in the list is calculated. Then 

the list is sorted from the smallest to the largest edit-distance and 

the first five words with the smallest distance represent the five 

recognition candidates. 

For example, from the word "anata" the network produced 

the hypothesis "a ha a na ta". The process then calculates the 

edit-distance between the hypothesis and all the words in the 

list, taking the five best scores : 
 

Word-Candidates: Edit distance 
1st.1st.1st.1st.---- anata anata anata anata      6  6  6  6    
2nd.- hana   8 
3rd.- shimatta 11 
4th.- katta 11 
5th.- atama 12 

As can be observed in the example, the word "anata" leads the 

list with the lowest edit-distance to the hypothesis. Now, adding to 
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the process a syntactic parser [32], that determines to what 

category the expected word has to belong (noun, verb, attribute, 

etc.) , we can reduce the elements in the candidate list. This 

syntactic parser uses up to 200 rules to predict the most probable 

categories of the constituents of a given expression. By analyzing 

the structure of a sentence we can restrict the categories a word 

may belong to. If, for example a determined word, according to its 

position in the expression, has to be a noun, we can exclude from 

the candidate list all those words that are not nouns. 

Another more sophisticated option is to include also semantic 

restrictions. Supposing there exists information about the context 

of the utterance, using a case framework [33], we could determine 

the semantic primitives that can be expected. For example, in a 

sentence like: "Kare wa ringo wo tabeta1", if we consider the 

meaning of 'tabeta' = 'ate' the expected nouns are those that relate 

to food or edible objects. Thus the number of candidates can be 

reduced even further and the more probable candidates can move 

up in the list, into the first five positions. 

During the test of the parallel-RCC, without using any 

restrictions 97.65% of the words, all except two, were found in the 

five first candidates. Based only on the networks output we can 

recover almost all the words of the list. But since this list is fairly 

small, two additional processing options are presented to illustrate 

the possibilities to increase the recovery rate. By applying the 

syntactic parser (using the classification of [34])  the rate ascended 

to 98.82% (all but one) , and including semantic restrictions the 

                                      
1"îfiÇÕÇËÇÒÇ

�
Ç

�
ê Ç� Ç�"   Meaning : "He ate an apple." 
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number of candidates where the correct words could be found 

decreased to only three candidates.  

Table 3 presents the recovery rates for the cases where we 

apply no restrictions at all, using syntactic restrictions, and 

supposing we would apply semantic restrictions. (Total number of 

words : 85) . 
<< Insert Table 3 here>><< Insert Table 3 here>><< Insert Table 3 here>><< Insert Table 3 here>>    

7. Discussion and Conclusions7. Discussion and Conclusions7. Discussion and Conclusions7. Discussion and Conclusions    

We have presented in this paper the potential of the time-

sliced paradigm, which combined with a simple error recovery 

procedure can accomplish the recognition of speech with minimal 

preprocessing of the input signal. 

The parallel-RCC, the network trained to recognize the 

syllables form the Japanese language, has an accuracy of 92.72%. 

This recognition approach presents several advantages over other 

traditional methods such as TDNN's, MS-TDNN's, etc. [3]  [11] [12] 

[13] [16] [17] [28].  

There exist several other approaches, for example in Haffner et 

al. [13] that can achieve a 99.1% of word accuracy using a neural 

network and a CVT (Connectionist Viterbi Training)  procedure. But 

this kind of system has a high recognition rate because it has a 

word model for each word, which limits the whole trained system 

to the modeled words. Those methods are difficult to compare to 

our approach, because the concepts are different. Independent of 

the word or phrase it recognizes, the time-slicing method enables 

the parallel-RCC to learn the patterns on a sub-phoneme level and 

from there it constructs each of the syllables, while some other 

approaches, such as [13] process the speech on a word level. Other 

methods require preprocessing that segments the part of the 
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utterance on which the recognizer is going to focus its 

discriminant attention; or they require other alignment methods 

that are combined with neural networks and HMMs (Hidden 

Markov Models)  for speech recognition [13].  

The time-sliced paradigm only requires that the input sound is 

transformed into its spectrum. With this data a recurrent neural 

network is trained to learn the sequences of frequency components 

of each pattern. It then can process any utterance independent 

from its length or context and generate an immediate hypothesis 

for its transcription. The time-sliced paradigm enables the neural 

network to absorb the speech pattern variations by producing the 

symbol (or syllable in this case)  that is the closest to the 

recognized utterance. The neural network's ability to generalize 

helps to recognize the similar patterns. But there can exist errors. 

By trying to match the networks output to the list of possible 

words, calculating their edit-distances, the most probable ones are 

picked out. This is shown by the results presented in table 3 of 

section 6.  

If the final objective is chosen to be isolated word recognition, 

then the obtained hypothesis is compared to a list of words to find 

the closest candidates. If the goal is phrase recognition, then the 

recognition process done by the network does not change and it 

does not have to be retrained, only the last step, the one 

identifying the utterance, needs to be adapted to the specific task. 

The recognition process itself has been kept as simple, general 

and unrestricted as possible. In this way we believe that 

continuous recognition can be achieved. The recognition rates can 

be improved by introducing restrictions, but these also limit the 

flexibility and adaptability of the recognition system. Although the 
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recognition rates still need improvement, our experiments have 

shown that a neural network can spot the syllables inside a stream 

of speech with relative low effort. The recovery of the words is also 

done in a simple way, obtaining most of the correct words within a 

list of 5 candidates. But including a syntactic parser and further 

semantic data, the list of candidate words can be reduced, 

narrowing the possibility of error.  

Our future work will focus first on the search of an 

improvement of the network's output by enlarging the training set. 

As for the Parallel RCC we intend to try some pruning methods 

[35] to reduce further the size of the final network. Another 

interesting point we intend to pursue is to extend our experiments 

towards a speaker independent recognition system using the 

Parallel RCC and the Time-Slicing Paradigm. 

In our experiments we have used the time-sliced paradigm for 

continuous speech recognition. However, we believe that this 

approach is not limited to speech, but it could be used for other 

spaciotemporal data recognition, exploiting the advantages of 

artificial neural networks. 
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